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The OCA Module

Responsibility: UIUC, Timothy Cole

Summary

The OCA Module generates digital transcriptions in a format that can be passed on to the TEI-Analytics Module for conversion into text files that parse under TEI-Analytics. Texts will come mainly from the Open Content Alliance, but additional sources of text may be Project Gutenberg texts and texts processed in Northwestern Kirtas project. 

The OCA Module involves a workflow with the following steps:

1. The creation of a page image from the printed page

2. The creation of a digital transcription via OCR

3. The creation of a minimal XML structure inferred from the layout of the printed page

4. The correction of orthographic errors through algorithms and heuristics

Relationship to current activities in MONK or other projects

A proof-of-concept demonstration of this workflow was made by Tim Cole with a 1920 edition of Tom Sawyer, including conversion of the digital transcription into an XML document that parses under TEI-Analytics, although it would require some additional editing to be a fully usable TEI-Analytics file. The file is available from 

http://varuna.grainger.uiuc.edu/ore-annotation/adventuresoftoms00twai2/a

dventuresoftoms00twai2_TEI_MERGED.xml

Additional observations

For texts before 1800, the most promising sources for inclusion in The Book of English are the TCP ECCO and TCP Evans files. The former is a collection of English 18th century texts, the latter of American 18th century texts. There will be between 4,500 and 10,000 ECCO texts and between 3,000 and 6,000 Evans texts. Like TCP-EEBO texts, these will pass into the public domain about 2015.

OCR quality varies with the print source. On average, the more recent the text, the more reliable the OCR. It therefore makes sense for the OCA Module to focus initially on late nineteenth- and early twentieth-century texts that are easy to process and have sufficient scholarly authority. 

The TEI-Analytics Module

Responsibility: Center for Digital Research in the Humanities, University of Nebraska, Brian Pytlik Zillig and Stephen Ramsay

Summary

The TEI-Analytics Module takes as its input a TEI-XML file and converts it to TEI-Analytics, which is a subset of TEI P5, with a few extensions that are required by MorphAdorner and encoding practices of the TCP files. It is hoped that these extensions will in time be accepted as TEI amendments. 

In the case of TEI files that have been encoded under the Level 4 Library Guidelines (e.g. TCP, DocSouth, Wright American Fiction), the output of the TEI-Analytics Module can be directly submitted to the MorphAdorner Module.

In the case of XML files that come from the OCA Module, the conversion to a TEI-Analytics file is likely to result in a file that may parse under TEI-Analytics but may require additional human editing before processing by the MorphAdorner Module. Such editorial work is not part of the TEI-Analytics Module but falls under the TextKeeping Module. 

Relationship to current activities in MONK or other projects

The TEI-Analytics Module builds on functionalities that are required for MONK, where they are called Abbot. The Abbot is a bundle of routines at the heart of which is an XSLT style sheet that writes the (very long) XSLT style sheets that transform one version of TEI to another. The routines are currently held together by various scripts but will be implemented in a Java based workflow engine. 

As with MorphAdorner, the TEI-Analytics Module in the Book of English can be thought of as a more robust, refined, and scaled-up version of comparable functionalities in MONK. The TEI-Analytics Module in MONK has processed TCP-EEBO and Wright texts with some MONK specific shortcuts, but many of the more generic procedures that will be required have been clearly identified. 

New work will consist of taking the output of the OCA Module and create from them the TEI-Analytics files that are suitable for subsequent human editing. The creation by Tim Cole of a TEI-Analytics file from OCA output is a useful precedent. 

The MorphAdorner Module

Responsibility: Academic Technologies, NU, Phil Burns

Summary: 

The MorphAdorner Module takes TEI-Analytics files as its input, tokenizes each file, establishes a corpuswide unique ID for each token, and creates linguistic metadata in the form of a standardized spelling, a lemma, and a POS tag for each token.

This process is "tag sensitive" and for each token creates flags that associate it with a particular class of TEI elements. The flags distinguish between

1. tokens that occur in the <body> element of text as opposed to <front> or <back>
2. tokens that occur in verse or <l> elements or prose
3. tokens that occur in "paratext," elements that consist entirely or mainly of "non-discursive" language, such as <speaker>, <note>, <label> and similar elements
MorphAdorner has two outputs. It creates a linguistically annotated file that parses under TEI-Analytics. It also creates a tabular output of each file that is entered into a cumulative database called WordBase. WordBase maintains a cumulative lexical record of all texts in the Book of English, probably in a relational database environment. 

Relationship to current activities in MONK or other projects

The MorphAdorner builds on functionalities that are required for MONK and have been frequently identified as such, especially in the section on The Monk Lexicon in Towards a Monk User Manual and in the document of "Search and Sort" as a primary Monk analytic. 

The MorphAdorner Module in the Book of English can be thought of as a more robust, refined, and scaled-up version of comparable functionalities in MONK. Whereas MONK stays within a scale of ~1,000 texts and no more than ~250 million words, the Book of English would scale to a corpus measured in the tens of thousands of titles and low billions of words. 

A small-scale version of the process appears to have been implemented by Bill Parod and Tim Cole in the workflow that took Tom Sawyer from the printed version into a morphadorned TEI-Analytics file with a WordBase equivalent in a Fedora repository. 

Data review and error correction

The lexical data in MONK and in the Book of English require continuing review that lead to decisions about

1. adjusting MorphAdorner routines

2. generating training data for subsets of corpora

3. identifying types of texts that can or cannot processed under MorphAdorner with acceptable error rates

In this continuing task, user contributed data can play an important role. For this reason, it will be necessary to expose the metadata in WordBase to users through an interface developed by the TextKeeping Module. Suggestions by users for error correction will enter the MorphAdorner Module in the form of separate tables that can be linked to WordBase through the corpuswide token ID.

A prototype of such user contributed error correction was built by Bill Parod several years ago and was used successfully by Northwestern undergraduates in the correction of linguistic metadata for the Faerie Queene. I believe this was a Java Swing application. 

 The Repository Module and associated workflow routines

Responsibility: UIUC: Tim Cole, Amit Kumar

Summary

The Repository Module takes as its input various representations of the texts in the Book of English, maintains them in an orderly fashion, and makes them available to users. The Repository Module may include an interface that supports minimal text display and search capabilities. But its main function is to serve as a repository for an archive of fully interoperable texts from which scholarly or software projects as well as individual users can request texts to be used for their own purposes. 

The repository will normally contain these versions of a given text:

1. The TEI source file from which a TEI-Analytics file is derived

2. The page images and OCR/XML files from which a TEI-Analytics file is derived

3. The TEI-Analytics file

4. The Morphadorned TEI-Analytics file

In addition, the Repository Module will contain

1. A catalogue of the texts in the archive

2. The WordBase output of MorphAdorner

Since the Book of English is envisaged as a text archive whose growth is driven by user interests, the Repository Module needs to include the workflow routines that govern the steps by which users identify texts for inclusion and undertake to participate in the textkeeping operations that lead from printed book to Morphadorned TEI-A file. 

Relationship to current activities in MONK or other projects

The closest but smallest analog to a Repository Module in The Book of English may be Tim Cole's transformation of a print edition of Tom Sawyer into a MorphAdorned TEI-A file that reposes in a Fedora repository.

The building of a Monk repository and associated workflows has been a special concern of Amit Kumar. Most of the pieces are in place, but some of the glue,--especially systematically kept bibliographical information, is missing. 

The TextKeeping Module

Responsibility: Northwestern University, James Chartrand, Martin Mueller

Summary

The TextKeeping Module is based on two assumptions. First "textkeeping," like housekeeping is a continuing and necessary effort of repair and improvement without which an archive, like any other human effort, will crumble over time. Second, specialized communities of users can be recruited in a context of "volunteer computing" to perform useful work that in the aggregate has substantially benign consequences for the quality of texts and their associated metadata

( http://www.economist.com/printedition/displaystory.cfm?story_id=10202635). Such user contributors will perform textkeeping labors where they are most wanted and therefore are most useful. Useful analogs are projects like Galaxy Zoo, Herbaria@home ("Help us catalogue the UK's plant specimens"), or, much closer to The Book of English, Distributed Proofreaders (http://www.pgdp.net/c/).

Textkeeping activities fall into four distinct groups that will appeal to quite different user contributors, require somewhat different technical solutions, and happen in different phases of the Book of English Project:

1. Page oriented proofreading of digital texts created by the OCA Module

2. Correction of linguistic metadata created by MorphAdorner

3. Editing of TEI-Analytics files created by the OCA and TEI-Analytics modules

4. Adding layers of tagging to MorphAdorned texts

For the first of these activities, a technical solution exists already. Distributed Proofreaders now has a relationship with OCA texts. So the task is social rather than technical: how to attract volunteers to proofread OCA texts selected for inclusion in The Book of English. It may not matter much whether proofreading happens before or after the structural editing of the TEI-analytics file. If proofreading is an iterative process, it may happen both before and after. 

The other three activities are more complex, require user training about the details of linguistic metadata or TEI elements, and will be implemented initially in this proposal in the context of much more controlled user communities and in a very "hands-on" and "face-to-face" environment. 

Whereas in page-oriented proofreading you assume that the user knows how to proofread a page, in the correction of linguistic metadata you will probably proceed by targeting specific problems in which the user-contributor chooses between "this" and "that." For instance, there is a known list of words (high hundreds of low thousands), where automatic lemmatization fails. Given the spelling "dyed", is the lemma "dye" or "die"? If a literate user-contributor sees an occurrence of that spelling with a KWIC output of 35 characters before and after the hit, the answer is clear in 99 of 100 cases, and the remaining unknown case can be flagged as such.

The TCP-EEBO texts pose a special problem of error correction. The current texts include at least two million instances of words in which the transcribers could not read one or more letters. A great majority of these cases can be corrected without access to the page imae by readers who see the incomplete word in a  KWIC context. This is a special case of proofreading, but the technicl environment is more like that of metadata correction. 

Relationship to current activities in MONK or other projects

The TextKeeping Module is the module in the Book of English with the fewest firmly established precedents, and it may be the part of an NEH grant where most new ground is broken. But there are a number of relevant previous experiments on a smaller scale. 

Targeted error correction of linguistic metadata has been a significant part of the work of Phil Burns and Martin Mueller in the construction and correction of training corpora for MONK. Making user-contributors part of that effort is certainly a challenge, but there are precedents as well. Between 2004 and 2006 three generations of undergraduates at Northwestern participated very successfully in the correction of orthographical, morphosyntactic, and semantic metadata of the texts that became part of WordHoard. The technical framework for that was a network based interface to a relational database developed by Bill Parod. The social and technical dimensions of this problem are well understood and have been successfully addressed on a scale of text archives in the low millions of words. 

Where the task consists of correcting the structure of an XML document or adding layers of tagging to it, there are two competing approaches, each of which may have its domain of application. In one approach you make your editors fully aware of the element structure of the relevant schema. In the other you conceal as much as possible. 

The former approach is used by the Women Writers Project at Brown, which relies on a cadre of undergraduates for much of its tagging has found over the years that they prefer to look under the hood and be aware of what they are doing. A similarly 'open' approach was used by Martin Mueller in the revision of a very primitive automatic tagging of the Riverside Shakespeare by a group of graduate students in the late nineties. 

The opposite and 'closed' approach is used in the environment that James Chartrand developed for the editing of the correspondence of Bertrand Russell in the Russell Project. Here the students do not see the tags and are confronted with highly structured choices. 

If you can clearly anticipate choices and prescribe solutions, a 'closed' environment is preferable. It is easier to train user-contributors and control results. This is almost certainly the way to go in the task of adding layers of tagging to morphadorned TEI-A files. Here are two examples. In the first you want to add 'who' attributes to speeches in TCP-EEBO drama texts. This involves coordination between the rudimentary encoding of cast lists and speaker labels. Much of this can be done automatically with simple heuristics, but it needs checking by humans. The choices, however, are very structured. 

In a second example, you want user contributors to identify dialogue in novels, using the existence of opening and closing double and single quotation marks as a guide. Here again, you begin with heuristics applied automatically, but humans have to work through the results, identifying unbalanced quotation marks or text segments that are in quotation marks but do not mark dialogue. These again are very structured choices. They should be performed on the tokenized and morphadorned TEI-Analytics file, but the metadata need to be filtered out for the human editor to see the relevant parts of the file, and the choices need to be constrained so that the user contributors' work is limited to adding specific elements rather than altering the files in unpredictable ways. 

It is unknown at this point whether the conversion of OCA files into complete TEI-Analytics files can be constrained in this way or whether it is better done in an 'open' environment that asks more from user-contributors but gives them more discretion as well. 

Plan of action for the TextKeeping Module

The development of the TextKeeping Module will begin in the summer of 2009 in environments that will be very local, hands-on, and face-to-face. It will build on Martin Mueller's experiments with students and target retired people as a second community of user contributors. Northwestern University has a very group of alumni and alumnae who live in the area and have a strong interest in life-long learning. 

The technical framework for this local environment will be created by James Chartrand and will build both on the editorial and workflow solutions he has developed for the Russell Project.  This work is related to discussions currently under way between Geoffrey Rockwell (TAPOR), Susan Brown (Orlando, O.Canada), James Chartrand, and Martin Mueller about a "distributed electronic editing platform" (DEEP) for which funding may be sought from the Canada Fund for Innovation and the Mellon Foundation. 

The inputs for the correction of metadata will be suitably filtered sections of WordBase. The outputs will be cumulative tables of suggestions for error correction.

The inputs for the editing of OCA files will be versions of texts that have been automatically converted into files that parse under TEI-Analytics. The human editors will review these files and make corrections where the automatically generated structure is valid but makes no sense. The outputs are TEI-Analytics files that can be directly submitted to the MorphAdorner Module. 

In its initial phase this editorial process will take place in a relatively open environment, but it will be a goal to identify recurring tagging errors or choices that can be automated and moved into a more closed environment. 

Where the goal of textkeeping is to add layers of tagging to already morphadorned TEI-A files, the inputs will come to users in a closed environment, with editorial choices limited to the addition of very specific elements. 

While proofreading in the Distributed Proofreaders environment is something that can be done from the beginning in an anonymous and unrestricted environment, the extension of the other textkeeping activities to broader and anonymous communities will happen only when routines in a local environment with considerable face-to-face contact have been successfully implemented. 

