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1. Introduction and Summary

This proposal seeks to "enhance access" to primary digital archives by creating a very large document space in which chronologically or regionally diverse texts written in English become freely comparable from a variety of perspectives and turn into objects of analysis for modern techniques of information retrieval or text analysis.  This document space can be described alternately as the procedures for creating such texts in a collaborative manner or as the repository of fully manipulable and interoperable texts created by them. 

The temporal boundaries of this project are determined by the publication of the first printed book in English, Caxton's Recuyell of the Historyes of Troye  and by the current copyright cut-off date.  What was published between 1473 and 1923 is in the public domain. It can in principle become part of a complete, freely available, and fully interoperable collection, provided you can bridge the differences of language created by time and place. 

The distinction between "extending" and "enhancing" access, while fuzzy at the edges, is critical to this proposal.  When you extend access you use technology as a better, faster, and cheaper way of delivering more texts to more readers.  What readers do with the texts remains their business and is relatively unaffected by the mode of delivery.
 Enhanced access, on the other hand, assumes that beyond delivering texts to readers digital technology supports analytical operations that provide investigators with highly manipulable textual data that help them with the gathering, sifting, and evaluation of evidence.

Where access is digitally extended analysis remains entirely the reader's work. Where it is digitally enhanced, analytical routines become part of services delivered to the reader. Such routines do not replace reading, but they are valuable aids in what Douglas Engelbart, one of the giants of interface design, called "augmenting the human intellect." They are particularly valuable where the mass of available materials far exceeds what individuals can in fact read.  

Three components are critical to the creation of enhanced archives. First, you need procedures that let you transform diverse texts into a common and simplified format designed to maximize the analytical potential of digital texts. Second, you need virtual orthographic standardization and part-of-speech tagging to level differences of time or place and make each word in any text potential comparable with any other word in any other text. Third, the algorithmic routines through which texts are "enhanced" have error rates that will be unacceptably high for many scholarly and pedagogical purposes.  "Wikinomics" offers a solution. It is part of our proposal to create a web-based and user-friendly environment that will allow volunteers from high school students to retirees to take part in the continuing task of  "textkeeping" or adding value to digital archives of primary texts by correcting errors, adding additional layers of tagging, or adding new documents to the archives.  Like housekeeping,  "textkeeping" thrives on a constant desire to repair and improve. 

2. From extending to enhancing access

The first and most powerful property of the digital text is its capacity for virtually infinite dissemination, barring censorship or constraints of intellectual property. While these are serious, the last two decades brought about a revolution in terms of the amount of electronic texts that are good enough for many scholarly or pedagogical purposes and are freely available to any reader with time, patience, some ingenuity, and a not particularly fast internet connection. That has been a great success story, and the success has been even greater for readers with full access to the increasingly networked resources of academic libraries all over the world. 

While the task of bringing more books to more readers will remain an essential responsibility of any digital library, there is an equal need to enable readers to do more and new things with already existing texts.  These "more and new" things turn on the fact that the digital surrogate supports forms of analysis that cannot be done with the original even under conditions of unlimited access.
 Enhanced access is the distinctive feature of a second-generation digital library. Where the objects of a second generation digital library consist of texts, "enhanced access" involves techniques that from the perspective of humanist scholars appear to break quite radically with reading practices. Humanists typically encounter the objects of their attention in relatively unmediated forms. The texts, scores, or images they read or look at are rarely the originals, but the surrogates pretend to be close to the originals, and the scholar behaves as if they were. In this regard they differ from scientists or, for that matter, alchemists, who for centuries have dissolved and recombined the targets of their attention for the sake of truth, gold, or both. "Enhanced access" to texts involves their transformation (or deformation) into a variety of different shapes that support answers to questions it was previously impracticable to ask.  The enhanced digital text may acquire additional properties, and if these are extended to large collections of digital texts, there is a strong multiplier effect: the query potential of such an archive is much greater than the sum of its parts. 
With texts the most common form of dissolution and recombination is the process of tokenization and part-of-speech tagging that breaks down an ordered sequence of words into an elaborately labeled inventory of its parts. These procedures have been common in linguistics for some forty years, and for the past two decades there have been great advances in using these procedures for very practical goals driven by the opportunities and needs for information retrieval in a world of "born digital" texts. 

Linguistic annotation creates a form of "metadata." Just as a librarian creates metadata about a document as a whole by creating a catalogue record, so the linguist creates metadata by creating a type of catalogue record for each word in a document. Forty years ago, it was a huge challenge to keep a digital catalogue record for each of a million books. Today, you can comfortably keep records for each word in such a collection on a laptop. 

When humanists see a text annotated with metadata they are likely to ask why anybody would do anything so tedious and unnecessary as to label every occurrence of 'ugly' or 'beautiful' with a special adjective tag. Don't we know this already? Of course, "we" know this already, but then "we" readers are a very special group of decoders.  A written text is an utterance encoded in a manner to respond to specific strengths and weaknesses of humans. Human readers are exquisitely subtle and bring an enormous amount of largely tacit skills to the task of making sense of the squiggles on the page before them. Readers effortlessly perform miracles of disambiguation, and many good readers are terrible proofreaders because they are so good at correcting errors as they go along that they do not even know they are doing it. 

Human readers tacitly take up "handsome, clever, and rich"--the famous opening phrase from Jane Austen's Emma--as a sequence of three adjectives with one conjunction.  If they ponder the phrase a little, they may recognize it as a formal literary device. The machine knows none of this, but if you add those data in a tediously explicit manner, the machine can very quickly fetch all other occurrences in a set of documents that match this particular type of expression. That is an almost impossible thing for readers to do accurately, but if the machine does it for them, they have the evidence for the history of a particular stylistic habit.  An IBM executive observed that humans are smart but slow, while computers are dumb but fast. The trick will be to put the dumb but fast machine in the service of the slow but smart reader. 

The major techniques for enhancing access to texts come from the discipline of Linguistics. It is evident that a linguistically "annotated" text-- the technical term used by linguists for various kinds of morphologic or syntactic tagging--will serve the interests of linguists. But it is important to keep in mind that linguistic annotation serves a far wider purpose and undergirds the increasingly sophisticated techniques of information retrieval or text mining that have gained importance in a world of networked information. Consider Bio-Informatics. Its practitioners have little interest in linguistic phenomena per se, but one of the most lucid explanations of why it matters to identify parts of speech or determine the boundaries of sentence is found in a handbook about text mining for biology and biomedicine. 

Enhanced access to texts means that users no longer restrict their use of digital technology to fetch a book that they then proceed to read.  Instead they depend on the technology to process the texts in various ways and for various purposes. Such processing, however, requires that the texts have built into them at least the rudiments of readerly knowledge that humans bring to the task of making sense of the letters on the page. A text to be processed has very different requirements from a text that is to be delivered for reading by a human. 

3. The history of this project

A short review of the history of this project is a convenient way of making the major points about its nature and future direction.  In 2005 Proquest and  the Center for Library Initiatives of the CIC provided funding for a project to map variant spellings in  ~12,000 texts of the Text Creation Partnership (~ 600 million words) to their modern standard forms so that today's user could put in a modern spelling and retrieve all or most occurrences of that word in its different spellings.  The work was done by Phil Burns, a senior programmer in Northwestern's Academic Technologies, Jeff Cousens, then a programmer in Academic Technologies, and Martin Mueller, a member of Northwestern's English Department. 

The results of that work are in use in various Proquest products and in a Northwestern implementation of the Philologic search engine (http://philologic.northwestern.edu). The underlying word lists are now in the public domain. Many errors and inconsistencies remain to be corrected.  The project suffered from a happy form of "mission creep" in that Phil  Burns' work struck out in its own direction and led to the creation of MorphAdorner,  a set of Natural Language Processing tools with particularly strong capabilities for processing different forms of written English from the late fifteenth century on (http://morphadorner.northwestern.edu/morphadorner).
In 2006, John Unsworth and Martin Mueller agreed to merge two separate projects funded by the Mellon foundation in a joint project called MONK, an acronym for Metadata Offer New Knowledge. MONK is in the second year of a two-year grant from the Mellon Foundation. Both source projects shared a concern for applying lessons of corpus linguistics and information retrieval to literary data sets.  The Nora project, anchored at UIUC, approached this goal with a special interest in text mining and focused on late nineteenth- and early twentieth century texts. WordHoard, developed at Northwestern,  came at it from a more traditional model of concordance-based text analysis, and it focused on medieval and early modern texts. 

In merging the two projects we identified several key problems of enhanced access to texts in digital archives, above all the problem of scale. In Nora and WordHoard we dealt with data sets in the low millions of words. But the major benefits of enhanced access are found less in more granular analysis of individual texts or limited archives than in  the ability to perform analytical operations that may be quite coarse but can range  quickly across large and arbitrarily defined data sets. 

The problem of scale arises in two forms. First, a text that is enriched with metadata may increase in size by two orders of magnitude or more. If you envisage an archive of hundreds of millions of words, you are in a world of quite large data sets (although still modest by comparison with audio or video files). More relevantly to this proposal, the merging of texts from different archives into a single "analytical space" is greatly complicated by encoding  practices that by and large have not paid much attention to the conditions that must be met for cross-collection analysis of texts.

In MONK, we are working with data sets of approximately 150 million words that are drawn from 

1. texts in the public domain, ~ 300 novels drawn from The Wright archive of American fiction 1851-1875),

2. texts that will pass into the public domain,  ~500 texts drawn from texts in the TCP collection and published between 1533 and 1625,

3. a proprietary collection, the 250  texts from the Chadwyck-Healey archive of Nineteenth-Century English fiction.

The task of wrangling these texts into a common analytical space that makes them freely comparable can be approached from two angles. You either write software that recognizes or ignores collection specific features or youingtransform source texts into some common interchange format.
 Two members of the MONK team at the University of Nebraska, Brian Pytlik Zillig, a librarian, and Steve Ramsay, an English professor, developed  algorithms to transform diverse XML documents into a simplified TEI schema designed to maximize the analytical potential of the source texts (the schema is called TEI-A for TEI-Analytics). In developing these algorithms they were torn between meeting the immediate needs of the MONK project or taking a more general approach and creating something that would serve other purposes as well.  This proposal arises in large part from the desire to resolve the tension in favor of a general approach, define the conditions for fully interoperable and analyzable texts, and begin the process of creating a repository of such texts in a collaborative environment. 

3.1 Intellectual property issues and user contributed data

The technical difficulties of achieving interoperability among arbitrarily chosen texts pale before the constraints imposed by intellectual property issues. If your textual needs are met by texts out of copyright--in practice texts published before 1923, the best long-term solution will be to create documents that are from the beginning in the public domain. The good news here is that all the texts in Text Creation Partnership, by far the largest collaborative effort to create XML transcriptions of English texts before 1700, will pass into the public domain by about 2015.  This archive of some 25,000 discrete documents (two billion words or more and at least twenty times the size of the British National Corpus) will include only ten percent of the printed texts that have been bibliographically captured, microfilmed, and are now available as digital facsimiles via EEBO.  But it will be a sufficiently largely and diverse sample of the first 230 years of English print culture to provide adequate support for almost any analytical endeavor that rests on contemporary techniques of corpus linguistics, information retrieval, and text analysis. 

Compare the roughly hundred million words that survive from ancient and Byzantine Greek. They have all (or most of them) been transcribed in the TLG (Thesaurus Linguae Graecae), but their  virtually complete transcription rests both on the highly biased and highly random selection of what has survived in the first place. There is good reason to think that any sample of two billion words of English published before 1700, unless selected with extreme bias and fervor, will do a better job with English between 1470 and 1700 than the TLG does with two millennia of Greek. 

Access to the TCP is now limited to the subscribing institutions, probably the great majority of American research universities. Any effort to articulate the superb analytical potential of these data will be a multi-year effort, and many opportunities for "textkeeping" will remain once they are freely available. 

For texts published  between 1700 and 1923,  the most promising approach will be to develop workflows that start with texts that are digitized by the Open Content Alliance (OCA) and can undergo subsequent correction and improvement. Not every text worth initial digitization is worth the labor of turning it into a fully analyzable document.  But many are, and user-driven choices over time will probably rest on the soundest principles of selection. The nature of the printed source imposes major constraints on the accuracy of scanned texts. But improvements in scanning technology and the accelerating standardization of printing conventions from 1750 on mean that for a large percentage of materials from this period OCA texts will provide good enough points of departure. 

While the massive Google digitizing effort is of obvious value in extending access it is much less clear whether the digital versions created by it will serve the purposes of enhanced access.  OCA texts clearly do, if only because the process is much more transparent: you always have access to the raw digitized file and can evaluate its potential for subsequent improvement. 

At the UIUC Library Timothy Cole has begun to develop work flows that take an OCA text and transform it into a digital text object that can be aggregated with similar objects and support analytical operations of various kinds. These workflows are automatic, and they inevitably contain errors that are tolerable in some environments but not tolerable in others. Correction of these errors requires human intervention. That is where Wikinomics enters the picture. Can you harness the efforts of volunteers to engage in the task of making texts good enough for the analytical purposes that various researchers will require?

The Russell Project at McMaster University plans to use undergraduates to help with the editing of the 40,000 letters written by Bertrand Russell. The substantive problems of deciphering and transcribing pieces of correspondence are typically within the reach of a bright undergraduate with some background in the field and an interest in the topic. The difficulty consists in separating the technical from the substantive problems and developing an environment in which undergraduates (or other volunteers) can attend to the substantive task with minimal distraction from the technical hurdles and with a maximal chance of performing the same task in the same way.  The programmer James Chartrand has developed an exemplary Web based collaborative editing environment that achieves this double task, and we believe that a suitably modified version of this software will provide a suitable environment for tasks that can only done effectively through some form of "volunteer computing." 

4. Tei-Analytics: Conversion and convergence

In the following pages we develop the details of the proposal, and we begin with the XML representation of documents.  Enhanced access to texts means ideally that every word in one text is comparable with any word in another text. At the level of the lowest common denominator, this ideal is easy to achieve if you model the text as a "plain text file" that consists of a sequence of character strings (words) separated by special characters (space etc.) that mark the boundaries between words. 

But this simple  model works in many cases: speaker labels, chapter headings, notes, etc.  disrupt the linear order of a text.  In a print world, there is an abundance of typographical and white space metadata to help the reader in tacitly negotiating the textual labyrinth.  But in a digital text these phenomena need explicit encoding. 

What you might call a "white space mark-up language" thrives on the human reader's tacit knowledge of overlapping systems of textual organization. The translation of "white space mark-up" into an XML mark-up language involves  three problems.  First, even if you assume that the markup-language is rigidly defined, white-space mark-up is intrinsically ambiguous and can be translated differently.  Secondly, the TEI mark-up language has its own options so that two equally well informed and equally conscientious encoders might come to different conclusions about how to encode a given phenomenon.  Third, encoders have before them a vivid image of a printed text with white space mark-up for which they need to find a faithful XML equivalent, which is a hard enough task. They are very unlikely to have before them a clear sense of how to square fidelity to the printed source with comparability in a cross-collection analytical environment. 

For all these reasons, cross-collection comparability of digital archives is a genuinely difficult problem and not the result of somebody's stupid mistake. In the context of the MONK project we discovered that recent revisions in the TEI mark-up language have created real opportunities  for reducing unnecessary variance among different text archives. Late in 2007 the TEI consortium released the fifth version of its mark-up language (TEI P5). This release  introduced some major changes. Whereas all former releases were backwardly compatible with the first release and had SGML as their parent language, this release  incorporates a decade of experience with XML and is natively based on XML. Moreover, with regard to a number of pesky details of textual representations (and all matters of text encoding are ultimately pesky), the P5 release has been able to draw on the experience of  hundreds of encoding projects in making recommendations about where to limit or where to expand choices. 

The majority of substantial humanities text archives follow a set of guidelines for best encoding practices first developed at a TEI and XML in Digital Libraries Workshop held at the Library of Congress in 1998. The most recent version dates from 2006 (http://www.diglib.org/standards/tei.htm). These guidelines are fairly soft, and different archives have not striven to avoid unnecessary divergence. 

From looking at the details of the texts from the archives that will be used in MONK, Brian Pytlik Zillig and Steve Ramsay quickly discovered that in converting texts from earlier TEI schemes (P3 or P4) to the recent P5 you could achieve non-trivial convergence by converting minor encoding differences to the same expression in P5. They also discovered that many complexities of encoding are driven by display concerns that are helpful to human readers but are largely useless for analytical purposes that depend on statistical or other algorithms. 

A good example of the latter point appears in a recent posting to the TEI-L list, where Paul Schaffner, the production manager of the TCP project writes about the type attribute:

I haven't counted them, but I wouldn't be surprised if there weren't five or ten thousand (!) different div types used in the TCP texts; maybe 20% of them include spaces.

As a result, of course, we consider our div @type's to be mainly an aid to navigating individual books, and largely useless for the classification of text regions for retrieval or rendition.

In TEI-A we would like to develop a controlled vocabulary for type attributes that will be helpful for cross-collection analysis. Whether this is an achievable remains to be seen. 
There are, however, very clear opportunities for achieving some degree of convergence by employing consistent conversion routines. In TCP and Wright texts, for instances, letters  are tagged differently, but you can  use the  new <floatingText> element in TEI P5 to tag them uniformly across the collections and without any loss of information. Different ways of treating hyphens or end-of-line phenomena do not trouble human readers but can throw off algorithms. The <choice> element lets you treat these in the same ways. The <g> element provides a consistent way for handling characters that are not covered in Unicode. 

These are all little things, but they add up. In his essay on Augmenting Human Intellect, Douglas Engebart writes:

You're probably waiting for something impressive. What I'm trying to prime you for, though, is the realization that the impressive new tricks all are based upon lots of changes in the little things you do. (http://www.bootstrap.org/augdocs/friedewald030402/augmentinghumanintellect/ahi62index.html)

The obstacles to cross-collection analysis of texts are very often a matter of minor differences that readers tacitly and informally negotiate. But if the texts become objects of analytical procedures, these differences must be explicitly identified and resolved. 

Brian Pytlik Zillig has now written a customizable XSLT style sheet that write style sheets for transferring this or that collection from an earlier version of TEI into TEI P5. Our current thinking is to envisage this transformation as a two-stage process. In the first stage, a document in an earlier TEI version is transformed into a lossless expression of its features in TEI P5.  In a second stage this TEI P5 version is transformed into a "lossy" version that sacrifices some features of the original encoding but by that loss gains cross-collection comparability.  Broadly speaking, if you aim at maximizing cross-collection analytical potential of texts in archives, there is little point in maintaining features that are not shared as "highest common denominators" with a significant number of other texts. 

4.1 Defining TEI-Analytics

The definition of TEI-A is a much simpler matter than writing the XSLT style sheets that will transform other texts into it. TEI-A is a close cousin of TEI-Lite, the reduced version of TEI that has been widely used in text encoding. It follows the P5 version of TEI-Lite in moving away from numbered divs. It is somewhat more sparse, but it adds elements that support linguistic annotation at the level of the individual word. It follows "TEI-Tite" (http://cirss.lis.uiuc.edu/DigHum/tei.html), an encoding oriented scheme, in providing the "syntactic sugar" of convenience elements so that frequent phenomena like superscripts can be marked  with a plain <sup> rather than a cumbersome <hi rend="superscript"> .

Syd Bauman from Brown University will be a consultant to the work of creating TEI-A and converting documents to it. Through his many years as technical editor the TEI and his association with the Women Writers Project, one of the most meticulously edited TEI projects, he has gained unique experience with text encoding in general and the nature of the TEI in particular. 

4.2 Creating TEI-A version from other document types.

4.2.1 Creating TEI-A version from OCA texts

The problem of converting TEI documents that follow the Guidelines for Best Encoding Practices has largely been solved in the context of the MONK project. We have not yet solved or, for that matter, addressed the problem of creating TEI-A versions of texts that are produced from OCA texts.  But the solutions are simplified by the fact that the start and end points are fairly clearly defined. 

The minimal XML structure created by programs that work with the output of optical character recognition is derived from a physical mapping that tediously explicit but for that very reason predictable. The goal of a transformation is given by the goals of the TEI-A schema.  Thus the process of going from here to there will be less subject to the interference of different projects making different sensible decisions about how to encode the same phenomenon.  In the context of this project we will be working with OCA texts produced by work flows developed in the UIUC Library.  Adapting the scripts to other work flows should, however, be not too difficult. 

There are several advantages to the TEI-A conversion of OCA texts that are worth highlighting. Once a routine for creating OCA texts is established, it is a simple matter to accommodate the requests of individuals or research groups to digitize particular texts.  And individuals who have a special interest in some group of texts are likely to have an interest in adding value to them by manual correction. Our project assumes that if you create good tools and a supportive environment with good instructions you create a strong incentive for involving individuals and groups in the labor of textkeeping. 

While transcriptions typically ignore the division of a page into lines, the process of optical character recognition automatically preserves in the digital surrogate a physical tie to the print source with division of text into lines that make up the rectangle of the page. For many scholars, the preservation in the digital surrogate of this original rectangular layout is a source of comfort, whether real or imagined.

Optical character recognition also does a much more reliable job than transcription at capturing opening and closing quotation marks of varying kinds. The distinction between written and spoken language has major analytical potential for many inquiries, and in printed works before 1900, quotation marks are a quite reliable guide to that distinction. In transcribed digital texts, the distinction between opening and closing quotation marks is typically ignored. In the case of double quotation marks, it is not very difficult to recreate the distinction. In the case of single quotation marks, it is very difficult to do so because the single quotation mark also serves as the apostrophe. Thus OCR texts, despite their many orthographic problems, provide much better guidance in marking the distinction between written and spoken utterance.  But if you can reliably mark spoken utterances in a corpus you have greatly improved its analytical potential. 

 4.2.2 Creating TEI-A version from Project Gutenberg texts

Many scholars will find it difficult to accept Project Gutenberg texts (or other texts from similar enterprises) as proper sources for pedagogical or scholarly work. In an OCA text the trail from the source to the transcription is completely transparent.  In a Project Gutenberg text the relationship to the printed source is typically obscure. For instance, the text of Henry James' Golden Bowl tells you only that Eve Sobol in South Bend Indiana produced it. More reassuring is the notice for Washington Square, which reads:

This etext was scanned by David Price, email ccx074@coventry.ac.uk, from the 1921 Macmillan and Co. edition.  Proofing was by Dimitri Papadopoulos, Lynn A. Weinberg, Stuart Bennett and Mary Willard.

Notwithstanding scholarly qualms, many of these texts are meticulously transcribed. If you care about their provenance you can typically discover it with a little effort, and they have certain advantages. Project Gutenberg texts are transcribed into a "typewriter world" of very limited typographical differentiation. They are "lossy" transcriptions, but what they lose is of virtually no analytical benefit. Thus one can make a case that Project Gutenberg texts are good candidates for an analytically oriented corpus, provided they are properly proofread. On that score, however, many these texts are very good indeed. 

DRP T^HISprobably requires some manual checking of every text. 
5. Linguistic annotation

Linguistic annotation is at the heart of enhanced access. If you think of word occurrences as the molecules of a text, linguistic annotation is a procedure that provides a consistent description of texts in terms of their molecular structure.  If these descriptions can see through orthographic variance and spot morphological or lexical resemblance with a tolerable error rate, you create many opportunities for research across large data sets. Information retrieval works that way. Whereas in information retrieval, you are often concerned with locating texts that are "about" something, in  humanities research and teaching this blunt question may not be what you really are interested in. Instead you may be interested instead in the ways in which phenomena about which you know something change over time or vary by place, by genre, the sex of the author, or some other broad variable.  It tends to be the case that there is a strong correlation between the distribution of low-level lexical or grammatical features and broader thematic or formal patterns that are the object of your attention.  Whether or not you are interested in low-level linguistic data per se, such data offer powerful tools for surveying a large textual terrain and identifying text regions that will repay closer analysis. 

The tool for linguistic annotation used in this project is Phil Burns' MorphAdorner (http://morphadorner.northwestern.edu).  Given textual input, MorphAdorner will

1. split the text into sentences and split the sentences into word tokens

2. assign to each word token a unique ID

3. determine whether the spelling is a standard spelling and map it to a standard spelling if it is not

4. determine the part-of-speech represented by the word token

5. determine the lemma or dictionary entry form of the word token 

MorphAdorner is quite fast and can process approximately 15 millionwords  an hour on a standard desktop computer. It will absorb a new set of training data in minutes. MorphAdorner is also unusually sensitive to typographical conventions of Early Modern English and their impact on tokenization and sentence splitting. 

While MorphAdorner is a finished software product much work remains done on training data and on procedures that will reliably extract named entities from earlier texts that display high orthographic variance. This work is of iterative kind and involves repeated shuttling between algorithms, human correction of their output, heuristics derived from these corrections, and so forth.  Success in this enterprise will depend critically on error correction by volunteers, which is more fully discussed in the final section. 

5.1 Better and more granular training data

At the moment MorphAdorner works with two sets of historical training data. The first set consists of approximately 3 million words of 16h and early 17th century English. The second set consists of approximately four million words of nineteenth-century English and American novels.  We will need training data that are more narrowly tailored to the condition of particular periods or genres. 

With training data you cannot get around the need for human proofreading of the ways in which spellings are mapped or POS tags are assigned. But there are a number of automatic or semi-automatic routines that can reduce the labor of proofreading training data one word at a time. 

First and most importantly, you can use the output of tokenization from a large set of data to get a statistical view of how orthographic data are distributed by time, place, or genre. This was done in the virtual orthographic standardization project described above, but we need to return to it in a more systematic fashion. In the earlier project, we made naive assumptions about tokenization of early modern English.  We learned from experience that the treatment of the period sign is very difficult and that failure to disambiguate its uses leads to serious errors in tokenization and the recognition of numbers or abbreviations. 

The simplest reduction of a text turns it into a list of all its distinct spellings with their counts.  If at that stage you have accurately distinguished between the period sign as a punctuation mark and therefore a word token in its own right or as an abbreviation or number marker and therefore part of the word it succeeds (and sometimes precedes), you have achieved much. These simple spelling lists with counts can be aggregated into data tables that tell you about the number of documents in which given spellings occur and the distribution of such documents by type or date. A third or more of distinct spellings in a text collection of any size occur only once or are limited to a single document. Isolating them at an early state is helpful in setting priorities. 

In fiction, drama, or any genre that contains much spoken language, the word terminal or word initial apostrophe as a marker of colloquial or dialect speech is as difficult to handle as the period mark and the source of many tokenizing errors. 

As part of this project we envisage the systematic creation of word lists not only from the TCP and Wright texts but also from the Chadwyck archives of English poetry, English drama, and English and American fiction.  It is not clear to us yet to what extent the mapping of variant to standard spellings can be routinized through algorithms or heuristics.  The percentage of spelling variation that is amenable to algorithmic standardization is surprisingly small. A spelling like 'vniuersitie' can be regularized to 'university' through the application of three rules that apply nearly always. But you capture at most 15% of variance with rules of this kind. 

The Levenshtein algorithm and other algorithms that measure the distance between spellings are very good at producing potential mappings for variant spellings. But you cannot trust them to produce the right mapping in any given case. 

Not all variant spellings can be referred to a single spelling. 'Bare', 'tare', 'hast', 'wast', 'bore', 'hart', are among spellings cannot be disambiguated without reference to context. The number of such spellings lies in the high hundreds or low thousands. We have lists of many of them, which can be used as tools for targeted error correction. 

Spelling lists of various kinds will be helpful with the construction of training data. We do not know yet how many different training data sets we will need.  It will be more than two, but whether the final number is closer to six or twelve is unclear. 

5.2 Named entity recognition

Extracting "named entities" of various kinds from a text is one of the major goals of information retrieval, and there are many software programs that do a fairly good job with more data drawn from the world of business, politics, science, or technology. It has been our experience that none of these programs works very well with literary data or older forms of English. MorphAdorner does well at recognizing and tagging single word names. It is Phil Burns' plan to construct a second-order program that goes through tagged output from MorphAdorner and identifies multi-word expressions that are names. An early version of such a program has been fairly successful, but will require a considerable amount of work to perfect.

6. Textkeeping by user contributors

Error is endless. In the context of enhanced access to textual data, the necessary enhancements are produced by machines. "The squirming facts exceed the squamous mind," Wallace Stevens said in "Connoisseurs of Chaos."  At the margins, linguistic facts are notoriously squirmy and resist rigid classification. Machines that execute algorithms will therefore make many mistakes, including real howlers. How many of them can you live with, or how many of them are worth correcting in the sense that the corrected textual data add significant precision to the outcome of analytical operations based on them?

These are not easy questions to answer. If a book has on average four typographical errors per page, it is very unlikely that this error rate will make a difference to anybody's understanding of it. But readers will be annoyed and will interpret the errors as the result of a sloppiness that will undermine their trust in the accuracy of the text. In a project like JStor, readers search the uncorrected output of optical character recognition, which may have an error rate of 5% or as many as twenty misspelled words per page. The searches work very well, but the "dirty OCR" is wisely withheld from the reader's sight.  It appears from this example that errors operate in an aesthetic as well as in a cognitive realm and that these realms have different thresholds of tolerance.

If one thinks of a community of readers who are in engaged in 'textkeeping' as a continuing task of repair and improvement it is therefore important to have clear ideas about the sources and rates of errors, about their impact on particular operations, and about the thresholds of tolerance that different communities will have for different kinds of errors. 

6.1 Correcting errors of spelling

Let us assume an environment in which readers who see an error can either correct it or report that "something is wrong here."

Typographical errors in the display of the text that readers see are the easiest errors to spot, and they are the errors with the lowest threshold of tolerance. Such errors are likely to be common in texts produced by optical character recognition. Some errors result in spellings that are legitimate words; others result in spellings that do not make sense. Of the latter type, some errors can be corrected without context: the spelling 'affurance' can be confidently correctly to 'assurance' as an instance of a common "long s" mistake. Other errors cannot be corrected without context, but if an OCA text carries with it a list of unknown words, readers can correct them. One can imagine a system in which the distinct spellings of an OCA text are run across a comprehensive spelling list and unidentified spellings are highlighted in the text until three readers have independently resolved the spelling in the same way. If a typographical error results in a valid spelling of some other word only human proofreading can catch it. 

In texts that are prepared by double keyboarding you would expect far fewer typographical errors. But in the early modern texts of the TCP project there are tens of thousands of obvious typographical errors (to be fair, 10,000 errors are 0.0016% of 600 million words).  Some of them are in the printed sources. Others derive from faulty word separation at the end of the line.  "Long s" errors are quite common. These are errors that can be corrected, and in the context of enhancing the query potential of a digital surrogate, they probably should be corrected. 

Errors in the mapping of variant to standard spellings are harder for users to see. You do not come across them in the ordinary act of reading because they are as invisible as "dirty OCR."  They only become visible in as deliberate error checking mode. If you think that 'cognitive' errors should trump 'aesthetic' errors, you would put the greatest emphasis on checking spellings that may be ambiguous.  In error checking mode, any text can be accompanied by a list of ambiguous spellings. The reader looks at 27 occurrences of 'doe' in a 17th century text and checks whether all of them are a form of the verb or whether any of them refers to a real 'doe'. 

If the spelling database that undergirds an error correction system has good frequency information it is easy to direct readers' attention to possible corrections in other texts. You would never guide a reader to disambiguate all occurrences of 'bee'. But if an unknown spelling in Text A occurs in five other documents with a total frequency of twelve, it is possible to invite the reader to look at those instances and see whether the mapping of Text A applies in all other cases as well. This is one of many instances where systematically kept information about the distribution of spellings across different text can be used to target the contributions of volunteers and assure them that they are putting their time to good use. 

6.2 Correcting errors in POS tagging

For several reasons correcting errors in POS tagging is a more problematical matter.  Readers may know about nouns or verbs; they may even know about prepositions, adverbs, participles and past tenses, but they are unlikely to be familiar with particular POS encoding conventions and the alphabet soup of particular POS tags, such vvg, vab, p-acp.  Just as serious is the question how accurate a tagging systems needs to be in order to be good enough for most purposes. 

Good POS taggers have an error rate on the order of 3% for standard modern prose. If you figure in problems of orthographic variance, the error rate for MorphAdorner on Early Modern English texts is currently  on the order of 3.5%. Gross error rates are deceptive for two reasons. First, almost nine out of ten word occurrences can be assigned to their proper part of speech on the basis of their lexical status without any regard to context. Nearly all instances of 'the' or 'a' can be confidently classified as instances of the article.  So an error rate of 3% is less impressive than it sounds: it means the tagger correctly identifies seven out of ten cases in which it must make a real decision. 

On the other hand, errors have a different weighting. If a tagger fails to distinguish between the adverbial and prepositional uses of 'off' or 'on', most users will wonder why you tried to make that distinction in the first place. Ditto for the distinction between the infinitive and present tense form of verbs, which some tag sets, including the popular Penn Treebank set, do not even try to make.  Some distinctions are more consequential than others. If you are not a linguist, a reliable distinction between nouns, proper nouns, adjectives, verbs, and "grammatical words" will probably serve you well enough most of the time. The error rate on those cruder decisions is probably on the order of 1.0-1.5%.

Some errors are much more likely than others.  An overall error rate of 3% may well mean that the -d form of a verb (past tense or participle?)  or the zero form of a verb (present or infinitive) are misclassified in 15-20% of cases. 

A provisional conclusion to be drawn from this discussion is that for non-linguists broad classifications by word classes matter most and that at that level of granularity error rates below 2% probably are not worth correcting. If a group of users decide that for a particular set of texts a higher accuracy of POS tagging is essential for some analytical purpose, error analysis can help to direct attention to area where errors are likely to cluster.

6.3 Adding levels of tagging to existing tags

In addition to correcting errors of various kinds, you can also envisage a community of users adding value to a text by adding additional levels of tagging. By far the most promising approach is the distinction between written and spoken language especially in fiction. For the world before Edison we do not have immediate representation of spoken language. We have to infer the realities of spoken language from written representations of it. Surprisingly enough, this distinction has hardly ever been encoded explicitly in digital texts. You find it in plays, where everything is spoken. In fiction before 1900, the distinction between narrative and the characters' speech is quite reliably captured through the use of quotation marks. But there is no major archive in which the typographical distinction between speech and narrative is mirrored by the XML element structure of the digital surrogate. Similarly, there are many documents in the TCP collection that contain representations of spoken language (judicial proceedings and the like). 

The most powerful way of enhancing digital texts would probably be to take fiction between 1700 and 1900 and mark the distinction between narrative and speech wherever that can be done algorithmically with a minimum of human correction. Because of their automatic retention of information about opening and closing quotation marks, OCR texts are particularly suitable for this purpose. It is therefore easy to map such markings to the opening and closing of some element. The P5 version of TEI in a somewhat belated stroke of genius introduced the <said> element. If in an OCR version of a novel you replace opening and closing quote marks with opening and closing <said> tags you will automatically capture all instances of spoken language. You will then need human revision to identify the minority of tags where the quotation marks serve other purposes or to correct unbalanced marks by addition or deletion.

Once you have separated speech from narrative in a sufficiently large body of fiction from different times or places, you have created a useful resource for the analysis of "spoken" language. There is good reason to believe that narrative and speech differ deeply and that the ability to distinguish between them greatly enhances the analytical potential of digitized fiction texts. It becomes then a relatively straightforward matter for users to identify speakers in novels of their choice.
 It is useful to remember that with highly canonical fiction you have communities of admirers from you could recruit many volunteers if the conditions for "textkeeping" are defined in the right way. 

6.4 The technical and social framework for textkeeping

In creating a technical framework that will support textkeeping by volunteers, we will rely on an adaptation of software James Chartrand built for the Bertrand Russell Project at McMaster University.  This is a project to edit the approximately 50,000 letters that Russell wrote over the many decades of his life. Many of the problems of designing an environment for editorial work by intelligent and highly educated, but non-professional and transient contributors have been very clearly articulated by Chartrand in his work so far on the Russell Project.  His work has been in a standards-based and open-source environment.  Its extensibility has been noticed Susan Brown and Geoffrey Rockwell, who will use it in a further development of the Orlando Project.

The real difficulties in volunteer-based textkeeping are probably social rather than technical. You need to develop a technical environment that is robust and has a gentle learning curve, but once you have that you must recruit volunteers and create a social network with its own energy for maintaining standards and interest. The big challenge is to start such a network and lead it to a point where it becomes self-sustaining.

The pilot phase for building such a network will be managed at Northwestern and will involve two very difficult communities: undergraduates and retirees. Northwestern has a lively program of summer grants for undergraduates, and such grants will be used to assemble a group of volunteers in the summer of 2009 for testing a prototype of a textkeeping environment.  Since these students will receive summer stipends they will not be volunteers in the strict sense of the word.  But they will have the skill sets of volunteers, and they can be asked to help with testing an environment in different collaborative settings.

The Alumnae Association at Northwestern has long taken a very active role in continuing education and lifelong learning. And the larger local environment of Northwestern, Chicago's North shore, has a very educated population with a lot of cultural capital.  If you cannot recruit volunteers from that world, you probably cannot recruit them anywhere. But Northwestern offers a very promising environment for developing ways of engaging retirees as contributors to the continuing work of textkeeping. 

Once you have a technical environment for textkeeping that has been tested with undergraduates and with retirees in favorable local conditions, it will be much easier to extend it into other arenas. The classroom is an obvious candidate. Wherever there are teachers who want to instill in their students some sense of the problematical nature of any text there is a potential collaboratory for doing some useful work. This is not only true of graduate and undergraduate classrooms, but may well apply to high schools as well. 

In the early phases of developing the technical and social environment for textkeeping, it will probably be advantageous to focus on fiction since the mid-eighteenth century on both sides of the Atlantic. Fiction is widely read by young and old alike.  It is studied formally in the academy and read for pleasure outside of it.  From a technical perspective, novels tend not to raise very difficult problems. Once you have something like "1001 Novels" there are ways of branching out into other forms of writing and follow the interests of particular readers, scholars, or librarians. 

7. Work flow and repository matters

The three easily distinguished parts of this proposal for analytically enhanced texts concern structural mark-up, linguistic annotation, and textkeeping on a volunteer basis.  These parts need to be organized in an integrated work flow, and the results need to be made available through some repository from which users take and to which they contribute.  An analogy from the life sciences may be helpful here. Biologists spend much time sequencing genomes, contributing these sequences to genome banks, and interpreting their sequences in the context of contributions by others.  The keeping of those data is a collegial enterprise in which selfish and social interests productively overlap. One might think of an archive of enhanced digital texts as a kind of cultural genome whose growth over time is a function of individuals helping others while helping themselves. 

The repository architecture for this project will be FEDORA based.  The participating institutions have a considerable investment and expertise in this technology platform, it is gaining wide acceptance across major academic libraries, and it is of course entirely accessible to users from anywhere.

One of the advantages of Fedora is that it can readily track the different instantiations of a text in an enhanced archive. Such a text may exist as 

1. a source document in some collection

2. The TEI P5 transformation of that document

3. The potentially 'lossy' representation of the document  in TEI-A

4. The tokenized and linguistically annotated version of that document

And traces of it will exist in the various lexical or orthographical distillations that are essential to managing this "cultural genome" and making available to user-contributors the information that supports textkeeping. 

We say little about the work flow that will be required to stitch together the various operations and support their maintenance over time. If this work is done well it will be largely invisible. It is, however, likely to occupy one or two programmers for several months.  It is likely to be done by developers at Nebraska and UIUC. 
� The word 'relatively' needs some stress here. If you let more readers read more books, unpredictable things will happen. More people reading more books is a different proposition from more people doing the same thing with the same stuff. 


� "Cannot" needs to be interpreted with caution. "Had we but world enough and time," Marvel proclaimed some three centuries ago, we could sooner or later do everything. But we don't, and the time cost of operations imposes constraints that rule out in practice what is theoretically possible in a print environment. Digital  technology changes the time calculus of many operations and makes it possible, indeed sometimes quite easy, to perform operations that are practically impossible in the print world.  


� Text Mining forBiology and Biomedicine, ed. by Sophia Ananiadou and John McNaught. Artech House, 2006.


� Ease of interchange has been an important goal of the Text Encoding Initiative (TEI).  But the difference between theory and practice has been greater in practice than in theory. 


� A useful discussion of this phenomenon is found in a recent essay in the Economist, " Spreading the load" (6 December 2007). Available from http://www.economist.com/printedition/displaystory.cfm?story_id=10202635


� J. F. Burrows' Computation into criticism: A study of Jane Austen's novels and an experiment in method (Oxford,1987) depends on a version of the Austen corpus that was marked up by speaker. This remains the most successful computationally assisted study of a novelist, and its methods could be fruitfully applied to a large body of fiction.





